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Agenda

ÅBig Data Market Growth

ÅThe Latest Technology Trends

ÅThe Many Lives of SQL! 

ÅPrognosis and future trends
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Big Data Trends for 2017

ÅBig Data is driving both technological and social 
change

ï Introduction of new software platforms, coupled with 
more rapid adoption is producing more innovative 
uses

ï Big Data enablement is driving a rapid introduction of 
Machine Learning and advanced Artificial Intelligence
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Big Data Trends for 2017

ÅBig Data integration with Cloud Based 
platforms is accelerating and driving 
competition

ï Enabled by better bandwidth and security

ï Horizontal scalability is increasing hardware sales
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The Big Data Market

ÅMarket expansion has been massive!
ï $112 B at the end of 2015

ï $130 B at the end of 2016

ï $203 B by 2020 

ïCAGR has now reached 44.9%

ï The Big Data market has now surpassed the 
traditional BI analytics space in total spending
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http://www.informationweek.com/big-data/big-data-analytics-market-to-hit-$203-billion-in-2020-/d/d -id/1327092
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The Big Data Market

ÅJust over half of the total revenue will come 
from the US

ÅCompanies with more than 500 employees 
will generate revenues of more than $154 
billion in 2020. 

ÅHowever, small and medium businesses 
(SMBs) will remain a significant contributor.
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http://www.idc.com/getdoc.jsp?containerId=prUS41826116



The Big Data Market
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http://www.idc.com/getdoc.jsp?containerId=prUS41826116
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Big Data Technology Trends

ÅSelf-service analytics became real

ï Analytical notebooks emerged ςHue, SparkBook, 
Jupyter, and Zeppelin
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Big Data Technology Trends

ÅGraph analytics became real

ï Driven by Spark GraphX

ï New innovations and scalability from Neo4J

ï JanusGraphςIBM and Google
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Big Data Technology Trends

ÅStreaming analytics became mainstream
ïSpark Streaming

ïGoogle Cloud Data Flow

ïApache Beam

ïApache Apex

ïKafka

ïFlink

ïStorm

January 24, 2017 Proprietary and Confidential
10January 24, 2017 Proprietary and Confidential



Brave New World
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Hadoop as an Analytics Platform

ÅMany organizations move to Hadoop platform 
for day-to-day operational workloads

ÅHadoop has evolved into a

ïMultipurpose reporting

ïExploratory analysis

ïReal-time decision support

ÅSQL-on-Hadoop and in-memory data processing 
engines rule!
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Findings by AtScale
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Å (next generation BI and Analytics Vendor) evaluated 
the 4 major Big Data SQL products:
ïHive ςoriginally developed at Facebook
ï Impala ςCloudera real time query at scale
ïSpark SQL ςDatabricks using Spark engine 
ïApache Presto ςalso invented by Facebook

ÅResults:
ïSQL-on-Hadoop engines are well suited for Business Intelligence 

(BI)
ï¢ƘŜǊŜ ƛǎ ƴƻ ǎƛƴƎƭŜ άōŜǎǘ ŜƴƎƛƴŜέ
ïVersion-to-version improvements are significant
ÅComplex data types, better query planners, etc.

ïSmall vs. Big Data ςquery complexity matters!
ïFew vs. Many Users matters



How to evaluate your 
SQL-on-Hadoop needs
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ÅSQL Dialect

Å Joins

ÅNon-traditional data
ï Maps, Lists, JSON, etc.

ÅStorage format
ï Simple text versus optimized storage formats

ÅUser-defined functions

ÅMulti-user workloads

ÅData federation
ï Need for data blending 



Big Data Meets Metadata

ÅBig Data is so large and moves so fast  it cannot be 
examined with standard technology tools

ÅBig Data gives you the ability to discover patterns 
in ALL of your data

ÅMetadata provides granular info about a single file 
(structure, time, format, origin..)
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Once a mere afterthought, metadata has (finally) emerged as a
critical need when building and managing Big Data.



Hive 
ÅOriginated by the FaceBookData team (FB maintains 300+ PB Hive 

system!)
ÅIƛǾŜ ƛǎ ŀ Řŀǘŀ ǿŀǊŜƘƻǳǎƛƴƎ ƭŀȅŜǊ ōǳƛƭǘ ƻƴ ǘƻǇ ƻŦ IŀŘƻƻǇΩǎ ƳŀǎǎƛǾŜƭȅ 

scalable architecture
ÅIƛǾŜΩǎ ǘŀǊƎŜǘŜŘ ǳǎŜ ƛǎ ŀ ǎȅǎǘŜƳ ŦƻǊ ƳŀƴŀƎƛƴƎ ŀƴŘ ǉǳŜǊȅƛƴƎ 

structured data
Å HiveQL-IƛǾŜΩǎ {v[ ƭƛƪŜ ƭŀƴƎǳŀƎŜ ǎŜǇŀǊŀǘŜǎ ǘƘŜ ǳǎŜǊ ŦǊƻƳ 

complexity of MapReduce programming
Å You can interact with Hive using 
ï Spark, Web GUI (HUE)
ï JDBC (Beeline), ODBC
ï Thrift Client ,CLI /Hive Shell

Å Access to files stored either directly inApache HDFSor in other data 
storage systems such asApache HBase

ÅQuery execution viaApache Tez,Apache Spark, orMapReduce
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Hive Architecture
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Hive ςSchema on Read

ÅHive is able to directly query underlying HDFS files 

ïPros : other applications can modify Hive files

ïCons: other applications can modify Hive files

ÅTherefore Hive enforcesschema on read

ïIf the underlying data does not match the schema, Hive 
will try to compensate (but the results may be unexpected 
or even erroneous!)
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Schema on read changes
the design process and

acceleleratesdata injestion.



Hive File Formats

Hive comes with built-in connectors for:

ÅComma and tab-separated values (CSV/TSV) text 
files (and other delimited text files)

ÅApache Parquet ςColumnar optimized format from 
Cloudera and Twitter

ÅApache RCFileςRecord/Column 

ÅApache ORCFileςOptimized Row/Column

ÅSequence Files ςHadoop Key/Value format

ÅAvro ςtransportable optimized format
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RC File format
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RC stores grouped collections of rows in one file and within the collection 
the row data is stored in a columnar format. 



ORC File format
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ORC stores collections of rows in one file and within the collection the 
row data is stored in a columnar format. 

ORCFilescontain internal
indexes that allow blocks
ǘƻ ōŜ άǎƪƛǇǇŜŘέ ŦƻǊ ǎƻƳŜ
query predicates.


