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Background )

BMMsoft offers consulting and Bl products/solutions for:

A DW/DM and ETL oBybase 1Q, HANA, OradixadataNetezza MySQL

A Extending enterprise Bl with Big Data
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PaulKrneta CTCof BMMsoft,
A 20vyears of industry experience in computer and database technologyaaitecture

A CTO of Sybad® 20002007
A architectedtheat t 2LJ0A2Y F2NJ {06l aS Lv GaLv
A designed\NonStoplQ(HA, DR and B/R for VLDB version of Sybase 1Q)
A optimizedIQ forVLDB, certified 1Q 3 times #e "World's Largest Dat&Varehouse
A 2002¢ 48 TB(200 B rows)
A 2004- 150TB (1 T rows)
A 2007¢ 1,030 TB (1PB in 6 T rows)stiiictured andlopt) unstructured data
A Technical Director for DB Technology at Digital Equipment (DEGP0004
A Designedirst Inn-memoryDY h N} Ot S [ a hLIIA2Y o0azxS
A 1 TB/hour live backup of Oracle, Sybase, Informix, SQL Setedasn 19951996






Categories of DBs for Bl )

Different DB architectures . Types of queries:
1. R=roworiented DB 1. Pinpoint query
2. C =columnar DB A Interested in small # of rows selected frd3s
3. H-RC= hybridow+columnarDB andTsof rowsq i.e. call center, ATM etc.
4. Compression 2. Analytic query
5 Nl=nonindexed DB A AnalyzesVis, Bs Ts rows (1%100% ) of the
6. | =indexed DB _ entre DB
7. MPRSN sharednothing DB 3. Mﬁl\xed_ search o$tructured+unstructurediata
S MPRSD sharedlisk DB Single query cr(_)ssaearches _SQL_rows and_ text
' A Best: both queries done using single engine
9. In-Memory DB A Worst: two engines (one SQL, one Text)=relict -
10.SQLNoSQl object, Kvpair = DB GRAGARSR {v[kGSEG 62N
11.ACIDandnoth / L5 & dzy Nb §. ATbxﬁsba‘.Bcﬁ/anélytics
12.HA, DR, BIR, Tegev 5. OLTP (heavy updates)

13.BLOB storage: {row/column,
separate store, external BLOB

14. Text search: wulb or external

15.UDF

16. Storage efficiency, Green
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http://download.sybase.com/presentation/TW2005/AM21.pdf
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SQL: Create table ABC

yellow, blue, red, magenta

SQL: Select sum (red) from

1.

ABC
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1) Fields of a row placed next to each other (on disk and in RAM)
2) Each filed has single value (typ.)

3) Order of fields in DDL is irrelevant (sort of)

4 ¢2 3ISHG G2 bIK FASEtR AYy GKS NJ
DB page contains multiple unrelated) records

1) DB page is unit of storage management, IO and caching in RAN
2) w2g oldeLlLlo O y Qilimits klieds, I¥hdth af dow
ACID applied all the time

Locking at record level

Small number of fields indexed
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RowDB vs. Columnar DB

SQL: Create table ABC

yellow, blue, red, magenta Columnar DB

SQL: Select sum (red) from e

ABC

Both use ANSI SQL & ODBC/JDBC
Column structure (invisible to apps and admin)
A Reduces I/0O by 90-99% (eliminates full-table-scans)
A Flex schema = add/remove columns on the fly
A wide tables=simple, rich schema (i.e +42,000 column)
A Large I/O C can use large(+400GB), low-cost disks
A Great match for BLOB data (i nmac¢
3. Allrow DBs have indices (almost unusable w/o indices)
4, Column DB w/ indices : bitmap, bit-wise, text +more

A Column+index queries2x-1, 000x f aster thah

A Fast to load, small size, have all data statistics
5. Data Compression C 90% cost reduction

A fiRow iB#8d0x larger than Column DB

A Disks for row DB costs 8x-20x more

A Fast, no fragmentation, always ON, no LVM nor FS
6. Multi-node
A Multi-
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BI/DW vs. OLTP )
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Speed, Scalability (#user & data size)

1000

1

In-memory DB (HANA)

—

OLTP = simple query ) DSS = complex query
At o uc h/ uPsherdawe ger query An t o urb-K-&3-Tr)illions of rows

Aquery takes seconds and few resources

Aquery takes sec-hours to finish
AComplex (10-page) SQL statements

Asimple SQL statements A(typ.) 10x larger than OLTP DBMS
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To Index or not to Index ?

SQL: Create table ABC

yellow, blue, red, magenta Column DB
|= SQL: Select sum (red) from \-
% ABC

1. Row DB: Index is critical to avoid slow, costly full-table scans
A Reduces I/O by 90-99% (eliminates full-table-scans)

2. Column DB without indices 5
A Every query scans column(s) C slow, heavy 1/0 & CPU load
A Complex queries scan many columns (=much of a DB)
A May be faster (but not much) to load
A Uses less space (but needs faster disks for scans)

3. Column DB w/ indices : bitmap, bit-wise, text +more

A Many queries use index only (=fast, low 1/0, CPU use)

A Indices have statistics about data = better QEP

A No scans = Reduced I/O

A Large 1/0 = use large(4TB), low-cost disks ($400/TB)

100



Bl: Reporting vs. Advanced{Adc) )

2 1000
g 1 In-memory DB (SAP HANA)
=
U N COLUMN DB with index
7
> 10 row’DBs i Hw « _, CO
E — column’ filters LUMN DB w/o i@ex
@©
51 ‘row’ pps -
5 1
Reporting Advanced (ad-hoc)query

A t,,Q UTb-Ki-gB-Tr)illions of rows
Aquery takes sec-hours to finish
Aunpredictable, complex queries
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Apredictable queries
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Data Scalabllity

In-memory DB (HANA)

— COLUMN DB with index
nr oDB®
with HW ficolumno fil tC(e)lrLéMNDBW/OindeX‘
nr oDBS

—

DB size (TB, PB)
# columns



Bl:

CPU, RAM, IOPS and BW

Resource usage

Resource consumption

10000
10
100

10

COLUMN DB index

DB size (TB, PB)
# columns



Bl: Speed and efficiency )

1000 In-memory DB (HANA)

COLUMN DB with index

1000

CoL
ex

Resource efficiency (CPU, RAM. 10

100 “rOW” _
8 | DBs wit, HW “column® filters
T ~
5 row” DBs
$ 1 o
Predictable/static UN-Predictable

Data and queries Data and queries



In-memory DB (OLTP & Bl): SAP H}NA

SQL: Create table ABC

yellow, blue, red, magenta

SQL: Select sum (red) from e

Column DB

ABC

N =

HANA: ANSI SQL and odbc/jdbc

HANA: compression is always on, 5:1 7 20:1

A Single HANA server (4 TB RAM) can hold 15-60 TB of data

A No transactional I/0 to disk (except log file and start/stop)

A Row or column DB (at table level)

HANA : much more than DB cache in RAM

A Data access optimized for RAM

A Supports multi-node configurations

A 100s and 1, 000s stdd mdiskrovBB t er
HANA : RAM -DB for 0.1TB i 50 TB data (even more)

A Good fit for complex, real-time BI/OLTP/ERP workloads

A Benefits from cheap/big RAM and fast CPUs

A Pricey (fitoo fasto?) for hu
A HANA+IQ = good mix of in-memory and on-disk DB
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MASSIVELY PARALLEL PROCESHRG
Oa5L-ANDBEBbvV! 9w O
SHAREDIOTHING VS. SHARHBK




3 ways to add more CPU and storage)

There are 3 ways to add more CPU power and storage :
1. Use larger server (more CPUs, RAM, I/O channels,)

1.
2.
3.

Limited by the size of largest SMP server (128 cores, maybe 512 cores)
Can be expensive
HA and DR can be expensive

2. Divide data into many small partitionIPP Shared Nothingor MPP $N)

1.
2.
3.
4.
5.

l RR aSNISNJI 6ay2RSE£0 02 a26yé¢ |yR L
Node =server+datad &8 f A OSE€Y | RRAY3I aSNIISNI NBI
Query has to be spread to every nodes

Results have to be collected and merged

Simple to implement, has some drawbacks

3. Many servers access shared data and proce#$8RF Shared Dislor MPP D)

oOghwWNE

Optimal for indexed column DB because of low IO

Difficult to implement, smart and flexible to use

Suboptimal for row DB or scanning DB or storage HW filters : all need heavy I(
Server can be added without affecting storage

Storage can be added without affecting servers

Architectural HA : server crash does not affect data access



MPP S-N (Ashared not hi ngo)

Server Server Server Server
(A) () (®) (E)

Add/remove node:significanttimeC Y S ¢ Yy 2 RS A & rediSributdidataram ogh&r dtles
Add storage: significant timeC must take data from othenodes
Remove storage:  hours/days needs to redistributelata toother nodes

% Wﬁ —
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Scalable performance and data, flexibtmnfig

DL980 DL980 DL980 DL980 DL980

(A,B.C.D,E) (A,B.C.D.E) (A.B,C.D.E) (A,B.C.D.E) (A.B,C.D.E)

Add/remove server: <1 min
Add storage: <1 min EC Switch

Remove storage: < 1 min(*) / N ‘

1/17/2013




MPP : S\ vs. D )

Current Bl and Big Datservers+storage N5 & a2 f R

COrRES| | MPP S-D:
16,000 Small data,
8,000 Many CPUs o <

4,000
2,000
1,000
512
256
128
64

32

MPP S-D:
Lots of data, few CPUs

50TB  200TB 500 1B 2PB 4 PB 10 PB 20 PB 40 PB ”



MPP D (indexed) vs. MPPNS )

Flexibly combining storage and servers

CORES |

16,000
:gzz MPP SD(I) MPP D (1)
’ HighCPU HighCPU
2% Low-data High Data
1,000
512
256
128 , MPP &D (1)
64 Low-CPU

i Low-data High Data

50TB  200TB 500 TB 2PB 4PB 10 PB 20 PB 40PB




MPP S-N, S-D, C-non-index and C-indexed
DCA (1 rack) X2-8 (Full Rack) 12 (Full Rack) (Full Rack) 4XL (Full Rack)

Architecture MPF Shared-Mothing MPF Shared-Disk MPF Shared-Mothing MPF Shared-Mothing MPP Shared Disk
20B
Servers 16 14 Storage 12 4 2
12808 ol 160
192 32 Intel E74870
Cores Intel E5670 112 Storage Lz 2] Intel Nehalem By
(2.26 GHz) + 05 FPGA (No need for HW filter)
+100 TB/sec
SRR 24 GBISec 25 GBISec 10 GB/Sec 10 GB/Sec .
wio compression (indexed, no scan)
Load (TBMr) =10TB/Mr 5TB/MHr 2TBMHr TED +30 TBHr
Capacity (TB) 36TB 2878 e 15TB 432 TB
Usablew/o Compression (600GE) (600 GB) (450 GE)
St 144TB 112T8B 128TB 2078 +1,000 TB
Usablew Compression
LargestMulti-Rack 24 racks 8 racks 10 racks 10racks 96 racks (+500 custom)
Configuration
Max DB Cores
15,360 (+700,000 custom
Multi-rack Configuration k <L _J Ll bEL L ( )
) o o ) N Ontline addition or
Requires reorganization/repartitioning of Data with addition or removal of nodes removal of nodes

http://www.zdnet.com/blog/btl/emcs-launches-greenplum-appliance/40281



MPP S-N T HANA (in-memory DB)

Server Server Server Server
() (& [(3) (E)
= = = =

22 1/17/2013



HANA (in-memory DB)

Configurations for HP AppSystems for SAP HANA

Single-node configurations

Scale-out configurations

Size Medium ‘Hed'um+ ‘La’ge
Memory 126 GB 256 GB 512 GB 512GB 1TB 2—8 TB++ per rack*
£12 GB per node
Server HP ProLiant DLS80 G7 Server HP ProLiant DL980 G7 Server | HP ProLiant BL680C G7
Server Blades
Recommended HP SAS storage HP IBRIX ¥9300 Gateway and HP Pa500
storage EVA Storage
Networking HP Virtual Connect and ProCurve
Management HP ProLiant Service packages and Insight Control management software
Pre-loaded SAP HANA software, including the in-memory database, the SAP In-Memory Computational Engine (ICE), the SAP Sybase®
software Replication Server, and In-memory Computing Studio (I1C Studio)
Operating SUSE Linux Enterprise Server (SLES) for SAP applications
system
Included HP Factory Express services, HP Fast Start on-site installation, and HP Proactive Care Support Services
Services

“Certified for & TB, though HP has customers expanding this solution to =8 TB.

23
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ADDING UNSTRUCTURED DATA TO |
STORING §BAND P8OF DATA,
TEXT SEARCH




Adding unstructured data to Bl :

Load/Storage and Crogsalysis

Problem 1: Load and Store Problem 2: Cross-analysis

Load+store=too much for IT No cross-analysis of SQL and Text

1. Volume=Too Big: 100s of TB, multi-PB 1. Bl =only SQL analysis (no text)

2. Volume= Too Many: Billions & Trillions 2. Text analysis= only text, no SQL

3. Variety= too many diff data types 3. No cross-analysis of SQL and Text data
4. Velocity=Slow Load+Index of Data (at large scale)

5. Cost of Data Storage is high




Storing 1 P Hadoop (defaultconfig))

Hadoop 1 PB of datddefaultconfig)
Hadoopnode: 8 TB of datanode (24 TB raw, w/ 3x copy)
Node= 8core Xeon, 16 GB RAM, 12x 2TB dERs|= $4K

HW= 125 nodes (6 racks), 3 PB raw, 1,000 di$k§6;000
Power= 125 kW (incl. A/C)$109,500/year($0.1/kWh
~600 Tons of CO2 per year (=~120 cars)

Hadoop 1 PB




Storing 10 PB ihladoop(defaultconfi@)

Hadoop 10PB

1,200servers 12,000 disks60 racks $6M ($4K/node),
1,200KW= $1.1M /year in electricity (@ $0.10/kWh
~6,000Tons of CO2 per ye&r~ 1,20QGars )

Hadoop 10 PB




Hadoop SW



